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Abstract 

Sentiment Analysis (SA) of movie reviews has been shown to 

be extremely sensitive to the inherent review specific factors. 

The researches mostly focus on feature selection options and 

algorithms but do not dive deeper into other factors that may 

affect the performance of algorithms in prediction of sentiment 

polarity. Machine learning based supervised methods can be 

affected by factors such as the rating cut off point selected as 

label marker, the impact of the ratio of positive to negative 

reviews in the sample set or the number of reviews taken for 

training. In particular, the impact of sub-domains with regard 

to country specific factors is also not well understood and it can 

be interesting to study its impact by comparing the SA 

performances for the two largest country specific sub-domains 

within the domain of movie reviews: Bollywood and 

Hollywood. The study shows that the machine learning models 

perform differently on these sub-domains due to inherent 

differences in the nature of reviews. Also the study highlights 

that the impact of the number of training samples, selection of 

rating cut-off point and the positive to negative skew within the 

sample set. The study also concludes that while SVM (Support 

Vector Machine) delivers best performance in most cases, there 

are certain situations in which other machine learning 

algorithms may prove more useful. 

Keywords:  Polarity determination; sentiment analysis; movie 

reviews; natural language processing; classification of reviews; 

feature selection; classification methods; machine learning. 

 

1. INTRODUCTION 

A range of efforts aimed at decoding consumer reaction for a 

given product and service have attempted to utilize the 

fingerprints left by the consumer in the digital media. A 

particularly useful ‘fingerprint’ is the digital text that is getting 

generated at a phenomenal rate everyday by users across the 

world on various digital platforms. In case of several product 

categories like movies, a huge amount of electronic word of 

mouth (eWOM) gets generated every time a new movie gets 

released. More and more consumers use online discussion 

forums, consumer review sites, weblogs, social network sites 

etc. to exchange product information1. Various researches have 

established the high correlation between online reviews and 

product sales2-5. 

 

The effect of online reviews is also much more exaggerated in 

case of experience goods like movies which have a very short 

life and one doesn’t have much insight into how good or bad 

her transaction is going to turn out before she actually makes 

the transaction and watches the movie6.  One has to make the 

purchase going not by his own evaluation but mostly on 

evaluation of others3. Several studies have established the high 

degree of causative role that online reviews and comments play 

on the outcome of a movie2, 4, 7, 8-10. Beyond the movie specific 

factors like the actor, director, production house etc., the 

movie’s reviews, and in particular the polarity of the reviews in 

terms of overall sentiment, has been found to be the single 

largest external factor that can help predict the total box office 

potential of a movie8.  

However given the abundance of reviews generated in a very 

short time after a movie’s release it is impossible to manually 

label the reviews based on the sentiment polarity of the review 

(positive or negative) and model a movie’s prediction in a 

practical time period to actually maximize its’ utility. In recent 

years, machine learning based algorithms have been shown to 

be quite efficient at this labeling task11. The automation makes 

it practical to quickly sieve through millions of reviews and 

determine the polarity (positive or negative) of individual 

reviews to predict the success of the movie. This automation 

for extracting sentiment expressed in a text is called Sentiment 

Analysis (SA).  

Most of the researches in the domain of sentiment analysis of 

movie reviews are aimed at increasing the accuracy of 

sentiment classification based on input data, mostly in the form 

of text. Many of the NLP methods of feature extraction and 

engineering have been coupled with a host of Machine 

Learning (ML) techniques to increase accuracy of SA. Many 

other hybrid approaches such as using ML algorithms with 

existing or built-for-purpose lexicons and corpora have been 

used to enhance the accuracy11. The researches mostly focus on 

feature selection options and algorithms but do not dive deeper 

into other factors affecting the prediction of polarity such as the 

number of reviews taken for training, the rating cut off point 

selected as label marker, or the impact of the ratio of positive 

to negative reviews in the sample set. In particular the impact 

of sub-domain with regard to country specific factors is not 

well understood and it remains an unexplored territory to 

robustly compare the SA performances for two separate sub-

domains such as Bollywood and Hollywood. In fact, very little 

research has been done for the domain of Bollywood movie 
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reviews despite the fact the Bollywood produces more movies 

each year compared to Hollywood. Different ML algorithms 

have been shown to be effective for polarity determination 

task12,13. Support Vector Machine (SVM), Naïve Bayes (NB) 

and Maximum Entropy (ME) are three particularly popular 

techniques which have shown consistent performance in terms 

of accuracy in many of the researches11-14. While SVM has 

generally delivered a slightly better performance than the other 

two, there are cases when ME and NB have in fact 

outperformed SVM11.  There is no clear understanding of 

circumstances when a certain algorithm can be picked as the 

preferred option. This paper tests all three algorithms to 

understand their differential behaviour in different 

circumstances emerging from choice of number of reviews, 

domain of interest, rating cut-off point and polarity skew in the 

training and test sample sets.   

 

2. LITERATURE REVIEW 

The first landmark paper on the subject by Pang, Lee and 

Sivakumar12 used a data set of 1400 Hollywood movie reviews 

from IMDB which is a popular movie database website and one 

of the most widely consulted movie review website for user 

reviews and ratings. They used SVM algorithm with unigrams 

as features and were able to achieve accuracy of 86% with their 

methodology. Consequently several papers have been 

published over the years but many of them used the same data 

set as Pang, Lee and Sivakumar12 for making models. Many 

others have used a bigger dataset of movie reviews which was 

used by Pang and Lee13 in their 2004 paper and have developed 

models with varying degrees of accuracy. Among the various 

algorithms Support Vector Machine (SVM), Naïve Bayes (NB) 

and Maximum Entropy (ME) are the most favoured11. 

The data is in the form of text which must be prepared so that 

it can be used for model learning or classification task. The 

unstructured text needs to be modified into a structured format 

that can be further processed in meaningful manner. In data 

mining in general and text mining specifically the pre-

processing phase is of significant impact on the overall 

outcomes15-16. This step is important not only to put the data in 

a structured format but also to select and represent the features 

in the most optimum way. Bag of words (BoW) is the most 

commonly used feature in which the words or phrases are 

simply represented as a multiset based on their presence in a 

document and the frequency disregarding grammar. Pang, Lee 

and Sivakumar12 used bag of features framework with unigrams 

alone with using both unigrams and bigrams together and found 

unigrams alone to be slightly more accurate. While term 

frequency – inverse document frequency (TF-IDF) had been 

very successful in other domains like topic classification, Pang 

et al.12 pointed out that frequency of words may not be a good 

predictor for sentiment. Instead binary representation of each 

feature (presence or absence) can lead to more accurate 

prediction.  

More nuanced approaches such as use of part of speech 

information or sentiment orientations of the words have been 

shown to improve accuracy as well. Opinion words are words 

that are commonly used to express positive or negative 

sentiments17. For example, adjectives like nice, fantastic, good, 

and great are positive opinion words while ugly, bad, and 

boring are negative opinion words. Semantic Orientation (SO) 

is a real number measure of the positive or negative sentiment 

expressed by a word of 18. Mullen and Collier19 selected and 

defined the SO scores of the adjectives using ‘Point Mutual 

Information’ method with the seed words like “excellent” and 

“poor” and then denoting a SO value to each objective using 

below formula for calculating PMI. Pang and Lee13 used SVM 

and only subjective words as features and achieved accuracy of 

87% with SVM.  

As the simplest method used for classification, use of n-grams 

with any of the ML classification methods among SVM, NB 

and ME deliver a decent performance with accuracies above 

80% and reaching as high as 86% with SVM. These baseline 

methods can be used a good starting point to explore other 

important factors beyond feature selection.  

 

3.1 Research Gaps 

Most studies use common datasets12, 13, 17, 20-22 which have an 

equal distribution of positive and negative. Also most studies 

use only accuracy for performance assessment. Both these 

aspects limit the real life applicability since a good proportion 

of reviews for a given movie may be have significantly higher 

percentage of positive or negative review which may get 

exaggerated unless we use models that are applicable for biased 

data set as well which perform reasonably well on recall and 

precision both along with accuracy. The most well accepted 

and best performing methods discussed in above section can be 

tested on larger and more contemporary data sets with different 

clusters of biased and unbiased dataset to compare 

performances on each of the three key aspects: accuracy, recall 

and precision. Also, there is scope of establishing correlation 

between performance and no of reviews (or training samples) 

for different methods. 

These methods have not been robustly tested for a different 

domain like Bollywood either. Viewers in different countries 

show differences in their movie consumption habits and have 

different expectations23. Reviews may also vary in the level of 

objectivity or how extreme the ratings tend to be based on the 

domain they belong to24. In the Pang and Lee13 dataset the 

ratings had been used for labeling the reviews as positive or 

negative, however, the cut-off rating point had been arbitrarily 

chosen. There is a need for deeper analysis to narrow down the 

neutral rating point as well for each sub-domain so as to enable 

a more accurate classification of labels.  

The studies reviewed earlier preferred different algorithms or 

models although SVM was the most preferred model. But these 

studies didn’t compare the performance of different algorithms 

under special situations since there can be a lot of variance in 

available movie reviews’ data for training in terms of number 

of samples available or the skew of ratings in a given sample.   

 

3.2 Research Questions 

 Is performance of ML algorithms for polarity 

determination different for different domains like 
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Bollywood and Hollywood reviews? 

 What is the impact of the number of reviews and the 

ratio of positive to negative reviews on performance 

accuracy?  

 What should be selected as the ideal cut off point of 

rating for positive and negative classification? 

 Which ML algorithm delivers the most optimum 

performance consistently across domains? Are there 

special conditions under which one may prefer a 

different ML algorithm? 

 

3. METHODOLOGY 

IMDB (Internet Movie Database) is one of the most popular 

websites where hundreds of audience reviews can be found for 

movies released across the world. This source of movie reviews 

has been used across several key researches on sentiment 

analysis of movie reviews. For the purpose of this study, a total 

of 83,500 reviews were extracted from IMDB using Python 

library ‘Scrapy’ for web scraping. Many of the reviews were 

found to contain less than 5 words and were dropped from the 

sample set. Also some of the reviews did not contain rating and 

had to be dropped as well as they could not have been labeled. 

Finally 40,000 reviews each for Bollywood and Hollywood 

were selected for experiment. 

Python provided some excellent libraries like ‘nltk’ for natural 

language processing tasks and ‘scikit-learn’ for building 

machine learning models. These libraries were predominantly 

used for the experiment for text processing, model learning and 

model testing. The reviews were preprocessed using ‘nltk’ 

modules and a pipeline was executed for each sample set on 

order to implement the feature annotations in order to optimize 

and extract useful information and finally arrive at a feature 

vector for each review which can be run on an ML algorithm. 

 

 

 

Figure 1. Steps of feature processing and representation 

 

Following the steps given in Figure 1, each review was first 

tokenized and tokens were removed if they belonged to stop 

words or were a punctuation mark. Stemming was then 

performed to reduce each token to its root word. Both unigrams 

and bigrams were both selected as this approach has been 

shown to contain more word relations thus positively impacting 

the classification accuracy. Each n-gram was then represented 

by a binary value ‘1’or ‘0’ which denoted the presence or 

absence of that n-gram in that review respectively.  

Rating cut-off was chosen basis a survey done on 112 

participants who regularly used IMDB to decide on whether or 

not they will watch a particular movie. Each participant was 

asked to label each rating point as either positive or negative 

basis how these rating points impact their perception of the 

movie. Also result from this survey was compared to average 

sentiment scores of reviews across each rating point for both 

domains. Sentiment scores were calculated using 

SentiWordNet25 which is a commonly used lexicon. 

SentiWordNet provides information about polarity 

identification as well as for subjectivity detection. It provides 

discrete values for sentiment score where 0.25, 0.5, 0.75 and 

1.0 show positive polarity with varying degree of positivity 

with 1 being highest. The case is exactly reverse in case of 

negative scores. Using sentiment lexicons, the sentiment 

orientation scores can be calculated at a phrase level, sentence 

level or document level. Common way to aggregate the scores 

at any level is to average out the sentiment score values of all 

the words present in the text. If the final score is positive, the 

text is considered as positively oriented or else negative if the 

average score comes out to be negative [26]. 

 

Several experiments were run for both sample sets (Hollywood 

and Bollywood) using combination of variables including the 

number of selected reviews and positive-negative rating ratios 

and each combination was tested with the three most preferred 

ML algorithm (SVM, ME and NB) in the SA domain along 

with parameter tuning, done with help of ‘Grid Search CV’ 

module provided in ‘scikit-learn’ library, to arrive at the most 

optimized models for each case. The results of these 

experiments are described below with emphasis on highlighting 

the impact of the key variables being studied. In total 72 

experiments were run initially for with below combinations 

using all three ML algorithms. Table 1 lists the values for each 

of the factors that were tested. The scores presented in the 

results section are all basis 10 fold cross validation results for 

each of the model. 

Table 1. Selected variables and their values for various 

iterations 

No of Reviews  

(6 iterations) 

Rating Cut-off Point 

(4 iterations) 

Positive – 

Negative Ratio 

1000, 2000, 5000, 

10000, 15000, 20000 
5, 6, 7, 8 0.5, 1.0, 2.0 

 

4. RESULTS 

The graph below shows how the ratings were dispersed across 

the selected 20,000 movie reviews for each of the sub-domains. 

It can be clearly seen that Bollywood reviews tend to have a 

much more skewed ratings with almost 40% reviews rated as 

either ‘1’ or ‘10’ whereas Hollywood reviews have less skew 

with only 22%  reviews rated as either ‘1’ or ‘10’.  
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Figure 2. Rating Dispersion of 20,000 movie reviews each for Bollywood and Hollywood 

 

Whether it is due to the nature of Bollywood movies 

themselves that they tend to be either too good or too bad or 

due to a more objective or nuanced opinion of Hollywood 

movie reviewers, it can be concluded on the basis of extremity 

of ratings that Bollywood reviews are more extreme. This may 

have an impact of how much more accurately the algorithms 

are able to classify the polarity of Bollywood movie reviews 

versus Hollywood movie reviews. Figure 3 shows that increase 

in sentiment scores across rating points is steeper for 

Bollywood reviews. This may be because they are probably 

more opinionated in nature. Also Figure 4 shows that 

Hollywood reviews in fact contain more number of words 

especially for extreme reviews compared to Bollywood 

reviews. Again this indicates that Hollywood reviews are more 

nuanced in nature and not as extreme as Bollywood reviews. 

This difference in the nature of domains can directly impact 

performance in prediction of polarity and this can be tested with 

the above described data set. 

 

 

Figure 3. Average sentiment scores across rating 

 

 

Figure 4. No of words/review across rating 
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4.1 Impact of Sub-domain on classification 

An average of results across experiments clearly shows that 

independent of the number of reviews or other factors like 

rating cut-off point and sample polarity skew (positive-negative 

ratio), all metrics used for classification model evaluation show 

a significantly better result in case of Bollywood movie 

reviews.  

Table 2 shows the average metric scores across 72 experiments 

run on each of the sub-domain. Bollywood movie reviews have 

2.7% higher accuracy and 2.9% higher f1-score compared to 

Hollywood movie reviews. As stated earlier this may be 

explained by the skew in extreme rating scores observed for 

Bollywood reviews. 

Table 2. Average scores of classification across key metrics 

for 72 experiments 

 
Average of 

Accuracy 
Average of 

f1-score 
Average of 

Precision 
Average 

of Recall 

Bollywood 

Reviews 
85.3% 83.8% 84.2% 83.6% 

Hollywood 

Reviews 
82.6% 80.9% 81.9% 80.2% 

 

Since the above variation in score could be due to skew in 

extreme ratings and not due to the inherent nature of reviews, 

the same can be tested by selecting reviews from both domain 

in a manner that both sample set have the same rating 

dispersion and then running the models again for both to 

compare the results. This experiment was carried out across all 

combinations as done in the earlier case. Table 4 shows the 

average scores of classification across key metrics for 72 

experiments with same rating dispersion in both domains. 

Table 4. Average scores of classification across key metrics 

for 72 experiments with same rating dispersion in both 

domains 

 Average 

of 
Accuracy 

Average 

of f1-score 
Average of 

Precision 
Average 

of 
Recall 

Bollywood 

Reviews 
86.3% 85.8% 84.8% 86.6% 

Hollywood 

Reviews 
84.7% 84.2% 84.5% 83.9% 

 

The results show that while the difference between the scores 

for both domains has narrowed down there is still a significant 

difference and classification scores across metrics are better for 

Bollywood movie reviews.  

 

4.2 Impact of rating cut-off point: 

The result of survey on rating cut-off point is provided in Table 

5. Any rating under ‘5’ was seen as negative by an 

overwhelming majority. Any rating above ‘6’ was seen as 

positive by almost the same percentage of participants. This 

result indicated that choosing ‘5’ or ‘6’ is a valid rating cut-off 

point as has been done previously by several researches.  

Table 5. Results of survey on rating cut-off point 

Rating Postive Negative 

1 0% 100% 

2 0% 100% 

3 0% 100% 

4 2% 98% 

5 33% 67% 

6 56% 44% 

7 70% 30% 

8 3% 97% 

9 97% 0% 

10 97% 0% 

 

To test this further, in this study, four different iterations were 

tried for 20,000 samples each from Hollywood and Bollywood 

sample set. In each of the iteration, reviews with a certain rating 

point were treated as neutral and excluded from the sample set. 

Reviews with ratings higher than this rating point were labeled 

as positive and the others were labeled as negative. The four 

rating points excluded in each of the iterations were 5, 6, 7 and 

8 respectively. The experiments were run with positive to 

negative ratio for each set maintained at 1 so as to control for 

this variable. The results are listed in table 6. 

 

Table 6. Results of classification for each iteration where for 

each sample set listed, the corresponding rating mentioned in 

the table has been treated as neutral point and the 

corresponding reviews have been removed 

Domain Rating Accuracy f1-score Precision Recall 

Bollywood 

Reviews 

5 89.8% 90.0% 90.3% 89.8% 

6 89.3% 89.3% 88.5% 90.1% 

7 86.3% 86.4% 86.5% 86.3% 

8 85.2% 85.3% 85.1% 85.6% 

Hollywood 

Reviews 

 

5 88.1% 88.0% 88.2% 87.8% 

6 88.0% 88.2% 87.8% 88.5% 

7 85.5% 85.5% 84.5% 86.4% 

8 84.0% 84.0% 84.5% 84.4% 

 

The accuracy scores for both domains are best for rating point 

‘5’ although only very slightly better than ‘6’. In fact f1-score 

for ‘6’ is 0.2% better in case of Hollywood reviews. There is a 

substantial drop across scores when rating point ‘7’ is selected 

as neutral and excluded. This is a further drop for rating point 

‘8’ as expected but again the drop is not too exaggerated and 

the model still returns a fairly high accuracy score of 85.2% and 

84.0% for Bollywood and Hollywood respectively.  
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4.3 Impact of number of reviews (sample size) and ratio of 

positive to negative reviews: 

The model was trained on sample sizes 500 and 1000 and then 

incremental of 1000 samples till 20,000 samples (movie 

reviews). This experiment was done only for Bollywood 

reviews to assess the impact of number of reviews on model 

accuracy. Positive to negative ratio for the samples was again 

maintained at 1 control for this variable. Rating cut-off was 

taken as ‘6’. The previous experiment showed that there was 

not a significant difference between rating of ‘5’ and ‘6’ so an 

arbitrary choice between the two was made in this case in favor 

of ‘6’. The graph below maps the best accuracy and best f1-

score obtained for each sample set using all three ML 

algorithms against the sample size. The graph in Figure 5 shows 

a substantial increase in accuracy and f1-score between sample 

size of 500 and 3000 when both these scores reached around 

87% but both plateau out after that and there is no clear trend 

of any gain in accuracy or f1-score with size as per the results 

obtained for sample size beyond 3000.  

 

Figure 5. Line graph of accuracy and f1-score obtained for each sample set against the sample size 

 

The above experiment was repeated for different sample sizes 

between 1000 and 20,000 and trained on sample set with 

different positive to negative ratio as well. While there was no 

moderating impact of ratio on accuracy which again plateaued 

after sample size of 3000 but there was a significant impact on 

f-score which is illustrated in the Figure 6.  

 

Figure 6. Line of f-score obtained for each sample set for all three ratio against the sample size 

 

Since the f-score was calculated for positive reviews, as 

expected, in sample set with lower number of positive reviews 

the f-scores were very low as compared to samples with higher 

number of positive reviews. Interestingly though, it can be 

observed that for skewed samples there was a gain in f-score as 

the number of samples increase. For sample set with positive to 

negative ratio at 50%, the f-score increase from a low 77.1% 

for 1000 samples to 84.0% in case of sample set with 20,000 

training samples. Similarly the impact of number of reviews 

can be seen in case of sample sets with positive to negative ratio 
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of 2 as well. There was a gain of 7.5% in f1-score from 1000 

training samples to 20,000 training samples. 

Ratio and sample size also impacted the choice of ML 

algorithm. The table below lists the best performing ML 

algorithm in each case for the two variables basis accuracy 

score. SVM was the most consistent in terms of performance 

on accuracy. It delivered the best performance across all 

experiments when the ratio of positive to negative reviews is 1. 

Also, for smaller sample sets SVM delivered the best 

performance even for skewed samples. Different values of the 

most important parameters for each of the algorithms were also 

tried for training of each model. The best parameter value for 

each case is listed in the Table 7. 

Table 7. Best performing ML algorithm basis accuracy score for each sample set with different combination  

of sample size and positive to negative ratio. 

Ratio Size Best Performing Classifier Parameter 

0.5 1000 SVM C=0.01, loss='squared hinge'  

0.5 2000 Multinomial NB alpha=1.0 

0.5 5000 ME C=1000.0 

0.5 10000 ME c=1.0 

0.5 15000 Multinomial NB alpha=1.0 

0.5 20000 SVM C=0.01, loss='squared hinge'  

1 1000 SVM C=0.01, loss='squared hinge'  

1 2000 SVM C=0.01, loss='squared hinge'  

1 5000 SVM C=0.01, loss='squared hinge'  

1 10000 SVM C=0.01, loss='squared hinge'  

1 15000 SVM C=0.01, loss='squared hinge'  

1 20000 SVM C=0.01, loss='squared hinge'  

2 1000 SVM C=0.01, loss='squared hinge'  

2 2000 SVM C=0.01, loss='squared hinge'  

2 5000 SVM C=0.01, loss='squared hinge'  

2 10000 Multinomial NB alpha=1.0 

2 15000 SVM C=0.01, loss='squared hinge'  

2 20000 Multinomial NB alpha=1.0 

 

5. DISCUSSION 

There are several factors that impact the robustness of ML 

models when it comes to the task of sentiment analysis. 

Domains have been known to have a huge impact on 

classification accuracy of reviews. From the results obtained in 

this study, it was evident that even within a particular domain 

like movie reviews, the ML models do not produce similar 

results for its sub-domains like Hollywood and Bollywood 

reviews. In the particular case of Hollywood and Bollywood 

reviews it was found that the ratings for Bollywood reviews 

tend to be more extreme and models trained on Bollywood 

reviews deliver 2.7% higher accuracy and 2.9% higher f1-score 

compared to Hollywood movie reviews. Even after controlling 

for ratings dispersion similar results were obtained although the 

gap between scores for both sub domains got reduced. This 

could be due to a more extreme nature of Bollywood reviews 

themselves. This was tested by calculating sentiment value 

dispersion of reviews by adding up the Sentiment Orientation 

(SO) scores of opinion words in the reviews using a lexicon like 

SentiWordNet and those scores indicated that Bollywood 

reviews were more opinionated and extreme compared to 

Hollywood revoews. It could also be that Hollywood reviews 

are more nuanced and therefore use more varied set of 

adjectives as compared to Bollywood reviews in which case 

probably same adjectives get repeated more often and this helps 

machine learning models to weigh them more and produce 

better results in polarity determination. It can be worthwhile to 

check this by looking at the dispersion of term frequencies of 

adjectives across both sub-domains. 

Earlier researches have generally considered reviews with 

rating of 5 or 6 as neutral and for training the researchers tend 

to manually label the reviews as positive or negative based on 

their corresponding rating points. This assumption was found 

to be a robust assumption in this study. The survey results 

indicate that most participants see either ‘5’ or ‘6’ as the neutral 

point and there is little to choose between the two. Even the 

models trained on training set with neutral rating set as ‘5’ or 

‘6’ easily outperformed the other models with a higher or lower 
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rating cut-off point.  Surprisingly, it was also observed that 

unlike most other ML tasks, there was very little impact of 

number of samples on the accuracy of prediction for sentiment 

analysis of movie reviews. There was a significant rise in 

prediction scores till about 3000 training samples. Beyond 

3000, increasing number of training samples resulted in little 

extra advantage. In fact based on some earlier studies, it appears 

that choice of features and better feature representations along 

with use of hybrid methods for classification can have a much 

more significant impact. Also, a larger skew in training samples 

in terms of polarity where the number positive and negative 

reviews are not equal did not have much of an impact on the 

accuracy of the model either. However, skew in positive to 

negative ratio can substantially impact the f-score of the model 

output. Interestingly though, it was observed that for skewed 

samples there was a gain in f1-score as the number of samples 

increased. So it is suggested that in case of skewed training 

samples, it is advisable not to restrict to only 3000 samples. In 

fact, study showed that for the more skewed sample sets there 

is merit in going up to 20,000 samples as well for a higher f-

score. 

The results also indicate that both, the ratio and sample size, 

impacted the choice of ML algorithm. While SVM was found 

to produce best performing models in the majority of cases, it 

lagged behind in prediction accuracy when it came to larger 

samples sets with skewed positive to negative ratio compared 

to other algorithms which delivered better performance. 

Multinomial NB performed best in cases where the positive 

reviews were twice the number of negative reviews while ME 

seemed to have more advantage in the reverse case. The values 

of chosen model’s parameters also didn’t vary much with 

change in sample size, positive to negative skew or rating cut-

off point. They didn’t vary even in case of training with 

different sub-domains either. This finding can have a huge 

impact on the computational efficiency as it obviates the need 

for training and comparing models with a range of value for 

model parameters which can be extremely intensive and take 

much longer. Further validation of this can be done through 

more robust testing of models across different sample sets in 

different domains.       
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